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Diffusion Models
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Figure 2: The Markov chain of forward (reverse) diffusion process of
generating a sample by slowly adding (removing) noise. (Image source: Ho et
al. 2020 with a few additional annotations)




Flow Matching

LTt = (1 — t)mo + txq Lrm = Etzyz, | ||vo(t, 1) 7t

(a) Flow (b) Diffusion



Talk Outline

Diffusion Models for Audio Processing

Audio Representations

Audio Generation:

e e.g., Text-to-Audio Generation

Source Separation:

e e.g., Language-Queried Audio Source Separation
Representation Learning:

e e.g., Audio Tokenisers



Audio Representations



Audio Representations

Audio as a waveform
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Wavetorm (1-D): Time-domain representation of audio



Audio Representations Short-Time Fourier Transform z[n]: audio waveform

w|n|: analysis window

o N-1 N: FFT size
Audio as a Spectrogram — " s+ mHwlnle 72N | H: hop size
n=0 m, k: time-frame and frequency-bin indices
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The Short-Time Fourier Transform (STFT) represents audio in the time—
frequency domain. The complex STFT retains both magnitude and phase, allowing
waveform reconstruction through inverse STFT (iSTFT).



Mel Filterbank Projection X (m, k): complex STFT

Audio Representations

M(m,b) = Fy(k): mel filter weights
° N:/2 Fb(k) |X(m, k) |2 M (m,b): mel-band energy
Audl() aS a Mel'speCtrOgI'am - b: mel-frequency bin index

Time

A mel-spectrogram represents audio energy over time on a perceptually
motivated frequency scale, obtained by applying a mel filter bank to the power
spectrogram. Since phase information is typically discarded, it cannot be directly
inverted back to the waveform.



Mel-to-Waveform Vocoder
An example: BigVGAN
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S Lee, W Ping, B Ginsburg, B Catanzaro, S Yoon. "BigVGAN: A Universal Neural Vocoder with Large-Scale Training" International Conference on Learning Representations (ICLR), 2023



Variational Autoencoder (VAE) for Audio

Reconstructed
nput «----——————————— Ideally they are identical. ------------------ > inpu::J
X ~ x'
e ~ N(0,1)

Bottleneck!
Encoder
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An compressed low dimensional
representation of the input.

Decoder
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Contrastive Language-Audio Pretraining (CLAP)
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Wu, Yusong, et al. "Large-scale contrastive language-audio pretraining with feature fusion and keyword-to-caption augmentation." IEEE International Conference on Acoustics, Speech and

Signal Processing (ICASSP). IEEE, 2023.



Audio Generation




Audio Generation
e Text-to-Speech: Generating speech from text. e.g., “Hello, how are you today?”
o Text-to-Audio: Generating general sounds from textual descriptions.
e ¢.g., “A dog barking in the distance while rain falls heavily.”
e Computational “foley artist™:
e Game developer: e.qg., A ghost is haunting a house.

e Audio producer: e.qg., high heels hitting metal ground.

e Mouvie producer: e.qg., the laser sound from a laser gun.

e Data AugmentathIlS & Simulations Sound is often the unsung hero of the movie world

- Hans zimmer



Text-to-Audio Generation

https://audioldm.github.io/

AudioLDM: Text-to-Audio Generation with Latent Diffusion Models (LDMs)

e Key Components:

’—-[ STFT+$MelFB
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Audio data x

e Contrastive Language-Audio Pretraining (CLAP)

e Align audio and text in one space

e Mel-spectrogram VAE

Contrastive
objective

o Latent representations

“A cat meowing
then screaming as

a young boy

background noise”{

e Latent Diffusion Models

Text

talking with no -
8 Encoder
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H Liu, Z Chen, Y Yuan, X Mei, X Liu, D Mandic, W Wang, MD Plumbley, “AudioLDM: Text-to-Audio Generation with Latent Diffusion Models”. In Proceedings of the International Conference

on Machine Learning (ICML), 2023



https://audioldm.github.io/

Text-to-Audio Generation
AudioLDM: Text-to-Audio Generation with Latent Diffusion Models (LDMs)
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H Liu, Z Chen, Y Yuan, X Mei, X Liu, D Mandic, W Wang, MD Plumbley, “AudioLDM: Text-to-Audio Generation with Latent Diffusion Models”. In Proceedings of the International Conference
on Machine Learning (ICML), 2023



Text-to-Audio Generation
AudioLDM: Text-to-Audio Generation with Latent Diffusion Models (LDMs)
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(b) Audio inpainting with AudioLDM

e Audio inpainting

Text prompt y: “Flying insects. Mosquito” "1 Text
Encoder

e Provide temporal hint during sampling
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H Liu, Z Chen, Y Yuan, X Mei, X Liu, D Mandic, W Wang, MD Plumbley, “AudioLDM: Text-to-Audio Generation with Latent Diffusion Models”. In Proceedings of the International Conference
on Machine Learning (ICML), 2023



Text-to-Audio Generation
AudioLDM: Text-to-Audio Generation with Latent Diffusion Models (LDMs)

H Liu, Z Chen, Y Yuan, X Mei, X Liu, D Mandic, W Wang, MD Plumbley, “AudioLDM: Text-to-Audio Generation with Latent Diffusion Models”. In Proceedings of the International Conference
on Machine Learning (ICML), 2023



Language Modelling vs Diffusion

Auto-regressive language modeling Lo L 0,0
T A A
o4 Explicit modeling of temporal dependencies. | | e w w
\‘\ Audio /'/
. \  Decoder / A -
4 Enjoy the advance of recent LLM development. reaneforner bocoder T passe = o —
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Diffusion-based approach

{4 Stable
of4 State-of-the-art generation quality

AudioGen (Kreuk et al. 2022)

of4 Flexible formulation for manipulation, interpolation, etc.

e X Do not explicitly model temporal dependencies

e X Less flexible on duration

Can we utilise both advantages from LM and Diffusion?



Language Modelling + Diffusion

1. Auto-regressive modelling of the semantic audio sequence

2. Reconstruct semantic audio sequence to waveform with Diffusion

Waveform

1

“Audio Translator”
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Text-to-Audio Generation
AudioLDM2: Combining LLMs with Diffusion

Language of Audio (LOA) Self-supervised Pretrained Generation Model
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H Liu, Y Yuan, X Liu, X Mei, Q Kong, Q Tian, Y Wang, W Wang, Y Wang, MD Plumbley, “AudioLDM 2: Learning Holistic Audio Generation with Self-supervised Pretraining”. IEEE/ACM
Transactions on Audio, Speech, and Language Processing, 2024



AudioLDM 2
Text-to-Audio/Music/Speech Generation

Text input: A traditional Irish fiddle playing a lively reel.
Up Next: The sound of a light saber

H Liu, Y Yuan, X Liu, X Mei, Q Kong, Q Tian, Y Wang, W Wang, Y Wang, MD Plumbley, “AudioLDM 2: Learning Holistic Audio Generation with Self-supervised Pretraining”. IEEE/ACM
Transactions on Audio, Speech, and Language Processing, 2024



Audio Storytelling

WavJourney: Compositional Audio Content Creation with LLMs
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H Liu, Y Yuan, X Liu, X Mei, Q Kong, Q Tian, Y Wang, W Wang, Y Wang, MD Plumbley, “AudioLDM 2: Learning Holistic Audio Generation with Self-supervised Pretraining”. IEEE/ACM
Transactions on Audio, Speech, and Language Processing, 2024



Audio Storytelling

WavJourney: Compositional Audio Content Creation with LLMs

X Liu, Z Zhu, H Liu, Y Yuan, M Cui, Q Huang, J Liang, Y Cao, Q Kong, MD Plumbley, W Wang “WavJourney: Compositional Audio Creation with Large Language Models”. IEEE/ACM
Transactions on Audio, Speech, and Language Processing, 2025



Audio Source Separation



Language-Queried Audio Source Separation

Audio Source Separation - a fundamental technology for audio editing

Query-based audio source separation (separate the sounds of interests)
e (Queries: vision, audio, labels

e Not flexible and straightforward to separate the desired sounds

o

SEPARATED

SEPARATION SOURCE

N

’

4
“ v’

MIXTURE Vaum”




Language-Queried Audio Source Separation

Audio Source Separation - a fundamental technology for audio editing

e LASS - Separate a target source from an audio mixture based on the natural language
descriptions of the target source

o First attempt bridging source separation and natural language processing

Language Query: A bird is chirping under the thunder storm

X Liu, H Liu, Q Kong, X Mei, J Zhao, Q Huang, MD Plumbley, W Wang, “Separate What You Describe: Language-Queried Audio Source Separation”, INTERSPEECH 2022



Language-Queried Audio Source Separation

e LASS-Net:
e QueryNet (BERT) + SeparationNet (ResUNet) + FiLM fusion
e How to construct training data?

o Training with synthetic mixtures generating from audio-text datasets

¢.g., People speak and dog barks S — ,

Inference

Language Query — QueryNet *| SeparationNet ——> Speﬁr;iram » Target Source| |

! Input Masked Target
Mixture Source —> STFT "| Spectrogram [ | © Spectrogram ) Spectrogram

Training

X Liu, H Liu, Q Kong, X Mei, J Zhao, Q Huang, MD Plumbley, W Wang, “Separate What You Describe: Language-Queried Audio Source Separation”, INTERSPEECH 2022



Language-Queried Audio Source Separation

AudioSep - Separate Anything You Describe

TABLE I

® CLAP/ CLIP + ReSUNet, Scaling with 14,000 hours of AUDIOSEP TRAINING DATASETS.
multlmOdal data Caption Label Video Num. clips Hours
. . . AudioSet X v v 2063 839 5800
e A Foundation model for open-domain sound separation VGGSound X /v 183721 550
o AudioCaps v v v 49 768 145
with texts Clotho v2 v X X 4884 37
. . . WavCaps v X X 403 050 7568
e Impressive zero-shot performance in separating speech,
music, sounds
e.g., People speak and dog barks = : - Training
Magnitude ase arget
/ Mask Residual i | Waveform bl LA Loss
Lglf::tyge o QueryNet »  SeparationNet Il ! e aremss s : S
) —»> @/ D
Mixture : —
Wavefrom —» STFT  —% Magnitude Phase v 4 I —
Predicted Predicted ) nverse I redicte
Magnitude Phase STFT Waveform

X Liu, Q Kong, Y Zhao, H Liu, Y Yuan, Y Liu, R Xia, Y Wang, MD Plumbley, W Wang, “Separate Anything You Describe”, IEEE/ACM Transactions on Audio, Speech, and Language Processing, 2024



Language-Queried Audio Source Separation

Musical Instrument Separation

Text Query Mixture Separated Audio Ground Truth

"accordion"

gjl 0:00/0:10 e— ) 3 P 0:00/0:10 e ) P 0:00/0:10 e L D)
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P 0:00/0:10 e ) > 0:00/010 e 0 P 0:00/0:10 e *D)

X Liu, Q Kong, Y Zhao, H Liu, Y Yuan, Y Liu, R Xia, Y Wang, MD Plumbley, W Wang, “Separate Anything You Describe”, IEEE/ACM Transactions on Audio, Speech, and Language Processing, 2024



Language-Queried Audio Source Separation
FlowSep - LASS with Rectified Flow Matching

e Masking-based discriminative methods often leads to excessive or incomplete separation

Query Mixture FlowSep Ground Truth

3

a person is pressing the
shutter button of the
camera to check something

o Using Diffusion-based generative approach for high-quality audio source separation

/
“Motor revving as a —
crowd of people laugh Rectified Flow :
and applaud” Flan-T5 Matching VAE Big N :
Input prompt Decoder|| VGAN . E . ., @ concatenationé
Zo i L —» forward
— T [(TTTTT] (T T I i
- T I D (TTTTT]
| ‘ H | P l + W STET VAE Gaussian noise - TT T T 711 Block “
' | Encoder | noise om
Target f Noise waveform | ’ i |
arget waverorm / Fig. 2. The channel-concatenation conditioning mechanism
Output waveform

Fig. 1. The architecture of FlowSep. FlowSep consists of four main components: (1) a FLAN-TS encoder for text embedding; (2) a VAE for encoding and
decoding mel-spectrograms; (3) an RFM module for generating audio features within the VAE latent space; (4) a BigVGAN vocoder to generate the waveform.

Y Yuan, X Liu, H Liu, MD Plumbley, W Wang, “FlowSep: Language-Queried Sound Separation with Rectified Flow Matching”, IEEE International Conference on Acoustics, Speech and Signal
Processing (ICASSP), 2025



Language-Queried Audio Source Separation

FlowSep - LASS with Rectified Flow Matching

e Open challenges: reduce generative hallucinations

Text Query

"a kid crying as a man and
a woman talk followed by a
car door opening then

closing"

"a woman 1s speaking from

a microphone"

Y Yuan, X Liu, H Liu, MD Plumbley, W Wang, “FlowSep:
Processing (ICASSP), 2025

Mixture AudioSep FlowSep Gt
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Language-Queried Sound Separation with Rectified Flow Matching”, IEEE International Conference on Acoustics, Speech and Signal



Representation Learning




Neural Audio Codec / Audio Tokenizer

» The “language” of audio
« Compression and discretization of audio signal

» Representative works: Soundstream, Encodec, Descript Audio Codec (DAC), etc.
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Transformer Audio Tokenizer github.com/Stability-Al/stable-codec

Limitations of SoTA audio tokenisers: (1) largely based on Convolutional architectures, which can be
challenging to scale (2) high bit-rates, too many tokens for downstream language modelling.

Transformer Audio AutoEncoder (TAAE) - first Transformer-based audio codec scaled to 1B parameter
that achieves SOTA speech quality at extremely low bit-rates of 400 or 700 bits-per-second.
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JD Parker*, A Smirnov, J Pons, CJ Carr, Z Zukowski, Z Evans, X Liu*, “Scaling Transformers for Low-Bitrate High-Quality Speech Coding”. International Conference on Learning Representations

(ICLR 2025)



Diffusion Audio Tokenizer

Speech Diffusion Tokeniser (SiTok) - a diffusion autoencoder that jointly learns semantic-rich
representations through supervised learning and enables high-fidelity audio reconstruction with diffusion.
We scale SiTok to 1.6B parameters and train it on 2 million hours of speech.

Main takeaways:

e Diffusion reconstruction loss improves the | Forward Diffusion |

trade-off between semantic and acoustic

: : Encoder ——> VQ ——> DiT Decoder
representations under a constrained bottleneck. Q

,, l

e CTC supervision does matter, especially for low- L <«— CTC Decoder L
bitrate (12.5 Hz) cte fm

e Diffusion Tokenizer is a scalable architecture
b Liotal = iEt,m,e [Hqu(mt’ ¢, zq) — (T — e)lﬂ"')‘ctc gTC(quctc(zq)a yl"’ Lyq

" v \/
Reconstruction Loss CTC Loss VQ Loss

Y Wang, Z Tang, Y Wang, A Hinsvark, Y Liu, Y Li, K Peng, J Ao, M Ma, M Seltzer, Q He, X Liu, “Scaling Speech Tokenizers with Diffusion Autoencoders”. International Conference on Learning
Representations (ICLR 2026)



Open Challenges

e Sampling Efficiency: High computational cost and inference latency.

e Long-Form Generation: Maintaining temporal coherence over long durations.

e Fine-Grained Controllability: Precise control over timing, content, and acoustic attributes.
e Semantic Consistency: Aligning generated audio with complex text prompts.

e Real-Time Generation: Enabling low-latency, streaming audio synthesis.

e Evaluation: Lack of reliable metrics aligned with human perception.
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Thank you!

e Personal website: https://liuxubo717.github.io/

e Email: liuxubo717@gmail.com
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